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INTRODUCTION
The relative newness of online journalism leaves many major intellectual property questions yet to be decided. These issues carry increasingly heavy consequences for our global society, as the dissemination of news over the Internet has become a profound force for change in the world – witness the WikiLeaks controversy, the upheaval in Northern Africa, and the recent campaign mishaps of Howard Dean and Sarah Palin, to name just a few examples. 


As a society, we have yet to settle upon a particular copyright model for news content disseminated over the Internet. Since the late 19th century and still today in the 21st, the production of news relies on the growth of a “story” over time as it gains exposure to a wider and wider audience. Different copyright models have the potential to inhibit or encourage this growth, as well as to inhibit or encourage the original production. 

Which of our two major copyright models with online news follow? Will it follow a traditional model, where the original creator receives strict ownership rights over the work and prospective innovators must clearly credit the original creator before adding anything to the product? Or will it follow a more open-source model, where creators build upon each other’s products and the “story” evolves gradually over time as it gains more and various contributions? Despite its overwhelming growth, online news is still a fledgling culture in many ways, and the culture has yet to firmly establish which model it will follow. 


These two models give some rough approximation of the spectrum of available choices. Either type of copyright model has the potential to work well for the goals of our society. One the one hand, strict copyright protections for the original producers of news will incentivize that production and guarantee rich benefits for anyone who makes news-production their job. On the other, strict copyright protections for original creators might stifle the constructive reuse of original content and detract from the richness of the intellectual and cultural exchange currently taking place in the realm of online news. 

THE PROJECT
Our inspiration for this project comes from Jonathan Stray of the Nieman Journalism Lab. Stray chose to a research a single story to see how the major intellectual property issues play themselves out under the current status quo. As the coverage of a single story expands to several different news outlets, how do those outlets deal with these major issues? Once a story is initially broken, any news outlet that wants to report on the story must either take the story directly from a previous outlet or add something new with original reporting of its own. In either case, there are questions to be answered. 

For his test story, Stray chose the mid-February news in which the hacking of Google’s corporate infrastructure was traced to two tech schools in China. Stray wrote that he chose the Google-China story “because it’s complex, international, sensitive, and important. It’s the sort of big story that requires substantial investigative effort, perhaps including inside sources and foreign-language reporting. Call it a stress test for our reporting infrastructure.”

To see how the coverage unfolded, Stray read every version of the story that appeared on a Google News search. Google News hides duplicate stories by default, so the search resulted in 121 unique versions of the story. Stray perused these stories to determine the subtle details of the reporting in each case. His data records the sourcing for each story and notes whether or not the reporting was original. He also notes the particular news outlet, the country, the dateline, whether the article uses hyperlinks for citations, the URL, and the news outlet’s primary mode of dissemination – paper, online, or wire. 

OUR STORIES
We wanted to add to and enhance Stray’s data and continue his experiment. To do so, we chose the following two stories of our own. The first was the recent lawsuit brought by Apple against Samsung, for Samsung’s alleged copying of the “look and feel” of Apple’s iPhone and iPad. We chose this story because of its recent occurrence and its relative simplicity. The story broke just three weeks ago, on April 18th, and the entire scope of the story centers upon the filing of this single lawsuit. These elements of the story made it easy to conduct a Google News search that would return a manageable number of results and allow us to see the entire scope of the coverage in front of us. We presumed that it would be fairly easy to discriminate original reporting from secondhand reporting, and that the limited scope of the story would lead many of the reports to rely on each other’s coverage. 

Our second story was the use of social media such as Facebook and Twitter during the Egyptian revolution. We chose this story for the exact opposite reasons: its relative datedness and its relative complexity. The first articles to observe and comment upon the importance of social media to the Egyptian revolution occurred in late January, following the January 25th protests in Tahrir Square, and the phenomenon engendered lively and robust discussion across Internet news services as the story grew with the mounting of the revolution. Mubarak ultimately stepped down from power on February 11th, after which the story continued to grow until reaching a point in mid-March at which very little new was being written about it. Having the entire six-week development of the story before our eyes allowed us to see the growth of the story in as much detail as possible. In addition, the story raised a number of complicated and exciting issues about both the Internet and the Middle East, and thereby provoked a lively debate about the extent of social media’s influence on the revolution and the conclusions to be drawn from such influence. The complexity of the issues allowed us to observe the frenzy of newsgathering in which a wide variety of details and perspectives – sometimes from sources diametrically opposed to one another – were collected and reported upon. 

Finally, our choosing of these two stories also carried some additional meta-benefits. The first story carried the additional meta-benefit that the Apple lawsuit itself deals with issues of intellectual property very similar to the sort of intellectual property issues that we wanted to examine here. The second story carries the additional meta-benefit that of validating our very purpose in undertaking this study, in that the story itself reveals the sort of profound geopolitical consequences that online journalism can produce. These meta-benefits added very little to the experiment itself, but contributed significantly to our own amusement and inspiration over the course of the study.
 

OUR DATA

We followed Stray’s procedures as closely as possible in compiling our data (which can be found on a Google spreadsheet here). For each story, we took the results of a Google News search. We limited the date parameters of the search and specified the keywords so as to return around 100 results in each case, giving ourselves a manageable yet substantial pool of data to examine. With the help of Google News’ “Hide Duplicates” feature and after discarding irrelevant search results, we were able to cull together 100 results for each story. In the case of the Apple lawsuit story, all of the search results came from within a two-day period (April 18th and 19th) in which the major coverage took place. In the case of the Egyptian social media story, the results ranged from January 26th to March 9th. 


Our spreadsheet (onto which we also added Stray’s data) includes the date and time, title and author of the article, along with the publication name and publication type – whether traditional news source, online periodical, blog, or some other form. We also include the sources cited and the sources linked, along with whether or not the article contained any original reporting or original research.


In the attached presentation, we have organized the data into several graphs. The graphs on pages 2-3 measure the originality of the work done by the news outlets. For “original reporting,” we adopted the same (very broad) standard as Stray. If the author produced factual information from her own sources over the course of her own investigation – whether those sources be major players in the story or experts commenting from a distance – then we counted the story as “original reporting.” Having one single exclusive interview – even so much as a single unique quote from an expert – was enough to mark a story as original. By and large, even under this broad definition, we found that only a small minority of sources contributed original reporting of these stories – 11% in the case of Stray’s story, 14% in the Apple lawsuit story, and 37% in the Egyptian social media story. 


On page 3, we extend the originality study to incorporate Stray’s implicit distinction between “original reporting” and “original research.” While Stray confined his own data analysis to whether the reporting was original or not, he alluded to the interest of this further distinction: “Several reports, especially the more technical ones, also brought in information from obscure blogs. In some sense they didn’t publish anything new, but I can’t help feeling that these outlets were doing something worthwhile even so.” To accommodate this insight, we defined “original research” as any article that added context to the story by citing written text distinct from the original news coverage. As opposed to “original reporting,” “original research” typically consisted of information available to anyone with a library card or Internet connection that had not yet been compiled, organized, or applied to the story in any useful way. For example, journalists who did their own investigations of Twitter and Facebook for the social media story, or journalists who culled information together from the blogosphere for the Apple lawsuit story, qualified for the “original research” tab, even though anyone could have accessed that information online on their own. This distinction was most significant for the social media story, with 27% of all outlets adding to the story with some form of original research. 

Pages 4-7 of the presentation show how often, and in what form, journalists cite their sources. We divided the articles into those that cite sources, those that cite sources by linking to them directly, and those articles that include no citations at all. By and large, journalists were fairly careful to cite one another. On 7% of articles were unsourced in Stray’s story, and only 3% were unsourced in the Apple lawsuit story. This number rose for the social media story, where 38% of articles were unsourced, but many of these stories were themselves original, and many others were news editorials that commented generally on the by-then well-known phenomenon without any pressing need to cite a source. Pages 5-7 display the type of sourcing as a function of the type of media: “traditional” or “online.” We defined “traditional media” as media whose primary form is print, television, radio, or wire service – those forms of media that preceded the Internet age. We distinguish “traditional” from “online media” like blogs and online-only news services. In all three stories, online news outlets were more likely to forgo citations altogether but also more likely to cite more thoroughly with the use of hyperlinks. 


Finally, the images that appear on the last three pages provide a graphic visualization of how news spreads as a story builds over time. Using Gephi, an open source graphing software, we entered the name of every news outlet that reported on a given story. We did this for Stray’s story as well as our own. Each outlet became a “node” in the system that linked to every other “node” that it cited. We marked in red those nodes that were connected to each other (by sourcing links), and in green those nodes with no links (unsourced). This allowed us to see a very clear picture of exactly how the news spread among different outlets in each of the three stories.  

ANALYSIS
As became clearest with the Gephi visualizations, we were dealing with three very different stories. In the case of Stray’s Google/China story, given the difficulty of the reporting required, almost every iteration referred back to original news producers: The New York Times, which broke the story, or Xinhua News Agency of China, which produced an original report early on. These two sources constituted the source for the vast majority of coverage that followed. This suggests a model in which there is one (or two) original act(s) of news production followed by extensive, non-innovative appropriation of the original content by other outlets. 


In the case of the Egyptian social media story, the ambiguity and complexity of the story led to a very heterogeneous pool of news content. The very general “facts” of this story generated the highest level of original reporting – more than twice that of the other two stories – largely due to the wide variety of sources available for consultation (anyone in Egypt, anyone who participated in the revolution via Twitter, or any expert qualified to comment on the phenomenon in general). The story also produced the highest level of original research, as a handful of journalists advanced new perspectives and new interpretations for the story by culling together their own data from various news sources. The Gephi graph suggests a very decentralized version of news accumulation, with a high number of green dots and essentially random connections between the red ones. The story suggests a model of online news in which the original news production is virtually indistinguishable from its use and reuse by other outlets, who report on new facets of the story and add to it with original research of their own, contributing to a lively discourse about the events and their meaning and consequences.


The Apple lawsuit story falls somewhere between these two models. Given the limited scope of the information available, most of the coverage was consequently unoriginal, with over 70% of outlets contributed nothing new to the story. Nevertheless, the wide availability of the facts of the story, which was based on public documents and open press conferences rather than the “inside scoop” of Stray’s Google story, made it possible for several different news outlets to provide equally original coverage – Wall Street Journal, Reuters, AP, and IDG – to which other outlets could then refer. While Wall Street Journal was the most often cited out of these, there was no obviously central node of news content as in the case of Stray’s story.  


Despite the stark differences between these stories, we can also note some commonalities in the data. Journalistic culture still strongly encourages the assiduous citation of sources, with very few outlets failing to cite altogether in the Google/China and Apple lawsuit stories. Those failing to cite were mostly foreign, often third world, outlets, with less organization, less regulation, and less experience. In the social media story, a large of number of sources appeared without citation, but that testified less to any evidence of open sourcing and more to the high volume of opinion pieces and original news not requiring citation. In addition, journalistic culture seems to be moving towards an even more rigorous set of expectations for attribution as articles are expected to link to their sources directly. Unsurprisingly, online media seems to be making the transition more quickly than traditional media, with online media linking more often than simply citing and traditional media simply citing more often than linking in all three stories. 

CONCLUSIONS

Intellectual property issues have been brewing in the world of journalism for some time now (see attached timeline). Since the second half of the nineteenth century, the rise of the news industry has brought with it the legal worry of “news piracy.” Newspapers lobbied Congress, at first unsuccessfully, to pass bills that would grant strong property rights to news content. In 1918, the Supreme Court wrote that news was “quasi-property,” enabling newspapers to enjoy some exclusive rights to their news for a very limited time after publication. In recent years, that doctrine has been revived by financially troubled newspapers to crack down on online news aggregators. While most cases have so far been settled out of court, the Supreme Court will likely rule soon on the doctrine with far-reaching consequences for journalism in the digital age. 

Any decisions about online intellectual property must be carefully calibrated to protect and promote the quality journalism that stands as the foundation of our democratic society. On the one hand, the threat of “news piracy” is a real one. In the case of Stray’s study, the story would not have existed at all if the Times did not have in place the relevant infrastructure and reporting tools to break it originally. If traditional newspapers are the only outlets doing any original reporting, as Stray’s story suggests, then it seems like copyright protections should be especially steep in order to preserve that first-order news production and the essential benefits it provides for us. Without such protections, news agencies like the Times will lose out on profits, and without ample compensation for the investment required to produce original reporting, the news industry will be forced to cut back and we consumers of news will suffer.  

On the other hand, if the typical story involves a collaborative “building” effort with substantial contributions of original research and reporting that add to the initial product – the model suggested by the Egyptian social media story – then perhaps copyright protections ought to be lowered. Strict protections for the original producers of news might stifle independent journalists who want to alter or enhance the story in a way that presents it from a different perspective or directs it toward a different set of consequences. This effect could substantially erode the discourse surrounding any given news story, resulting in fewer ideas being expressed, a decrease in public knowledge, social and political change coming about more slowly, and oppressive elements of the status quo remaining unchallenged for a longer time.  

Copyright law is always a balance between incentivizing and protecting the original creator, and allowing society to benefit from those creations in as full and rich a way as possible. Based on the results of our study, we need to determine which model of news production is most common in our society, and more importantly, which one we most value. Do we care about missing out on some details of the Google/China case if it means adding to the robustness of the Egyptian social media debate? Or do we mind stifling some degree of discourse in the latter in exchange for a fuller scoop on the former? As we begin to choose intellectual property rules for our new forms of digital media, the rules we settle on will affect the news we end up getting. Only by asking ourselves questions about what news we want to read, why we want to read it, and what we will give up for it, can we determine the best model for copyright protection in the new realm of online journalism. 

� One fascinating quote, relevant to the goals of our study, came from � HYPERLINK "http://www.theglobeandmail.com/news/opinions/opinion/a-new-kind-of-revolution/article1899638/" ��Don Tapscott� of the Toronto Globe and Mail: “But in Tunisia and Egypt, we see the contours of a new kind of revolution. Call it the ‘Wiki revolution.’ Just as people can self-organize to contribute to Wikipedia, the computer system Linux, or the world’s biggest library of video content, they can participate in social change and coalesce into revolutionary movements as never before.”





